
LECTURE 5

Exponential Survival Probability Distribution

The product-limit estimate of a survival probability is nonparametric.The result-

ing estimates do not depend on assumptions or knowledge about the distribution that pro-

duced the sampled data.An entirely different approach requires that a speciŒc parametric

distribution describe the sampled data.Theexponential survival time distribution is such

a distribution. It is a simple but theoretical distribution and completely deŒnes a survival

probability with a single parameter (denotedλ). In symbols, this frequently used descrip-

tion of the sampled population is

survival probability= P(T ≥ t) = S(t) = e−λ t.

For example, when timet = 20 years, the survival probability isP(T ≥ 20) = S(2 0) =

e−0. 04( 20) = 0.449. Thus,for individuals sampled from this exponential survival distribu-

tion, the probability of surviving beyond timet = 20 years is 0.449.Any other survival

probability is similarly calculated.The entire survival distribution is deŒned by the

parameter valueλ = 0.04. Like all survival distributions, the exponential survival distri-

bution is bounded between zero (S[∞] = 1) and one (S[0] = 1.0). Figure1.0 displays the
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geometry of three exponential survival functions (λ = 0.04, 0.15 and 1.0).

Figure 1.0 Examples of survival functions from three exponential distributions (λ =
0.04, 0.15 and 1.0)
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S(t) = exp(-0.04t)

S(t) = exp(-0.15t)

S(t) = exp(-1.0t)

Survival times with an exponential distribution have a constant hazard rate and a

constant hazard rate occurs only when the survival times have an exponential distribution.

The constant hazard function associated with exponentially distributed survival times is

hazard function= h(t) = λ.

Remarkably, the same parameter that de®nes the survival functionS(t) is also the hazard

rateh(t), namelyλ . Figure 2.0 displays the three clearly constant hazard functions corre-

sponding to the three exponential survival distributions displayed in Figure 1.0.The

property that the hazard function is constant follows directly from the de®nition of a
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hazard rate where

h(t) = −

d
dt

S(t)

S(t)
= −

d
dt

e−λ t

e−λ t
=

λ e−λ t

e−λ t
= λ.

Figure 2.0 Examples of hazard rates from three exponential distributions (λ = 0.04,
0.15 and 1.0)
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Application of the de®nition of an instantaneous relative rate shows that the hazard

rate is constant (the same value regardless of the value oft). Thisfact is mathematically

unequivocal but not particularly intuitive. Two justi®cations of the relationship between

S(t) and h(t) follow, based on less abstract arguments.
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Justi®cation 1

The value of the expression (1 + 1/n)n is approximately equal to 2.714 for moder-

ately large values ofn (n in the neighborhood of 200).Whenn becomes in®nite, the

value of this expression is given the symbole ("e" for exponential and in honor of the

important contributions of mathematician Leonhard Euler).The value ofe is less than

3.0 for all values ofn and has been calculated to many non-repeating decimal places,

2.71828182846.. .. Furthermore, the more general expression



1 −

x
n




n

≈ e−x

is approximate for largen and exact for in®nitely largen.

Suppose the interval (0,t) is divided inton equal subintervals of lengthδ (nδ = t)

and the probability of surviving each subinterval is the same (represented previously by

pi and for this special casepi = p for all n subintervals), then the survival probability is

approximately

S(t) = P(T ≥ t) =
n

i=1
Π pi = pn = (1 − q)n = 


1 −

nq
n




n

≈ e−qn = e−λδ n = e−λ t

because the hazard rateλ = q/δ is constant (q = 1 ­ p is constant) for all subintervals and

δ n = t. The value forS(t) becomes exact whenn is in®nitely large, which is another way

of saying that the survival distribution isS(t) = e−λ t when timet is a continuous variable.

Justi®cation 2
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The probability of surviving from time 0 to timet2 divides into two obvious inter-

vals, 0 tot1 andt1 to t2. Thus, the probability of surviving beyond timet2 is

S(t2) = P(T ≥ t2) = P(T ≥ t1) P(t1 ≤ T ≤ t2).

For exponentially distributed survival times, this probability becomes

S(t2) = e−λ t2 = e−λ t1 P(t1 ≤ T ≤ t2)

and for the interval t1 to t2 the survival probability is

P(t1 ≤ T ≤ t2) = e−λ(t2 − t1).

This not so impressive relationship indicates an impressive property of exponen-

tially distributed survival times. Theprobability of surviving fromt1 to t2 depends only

on the magnitude of the differencet2 − t1 and not the actual values oft1 andt2. For

example, whent2 − t1 = 20 years, the survival probability P(t1 ≥ T ≥ t2) = e−0. 04( 20) =

0.449 fort2 = 100 andt1 = 80 or for t2 = 25 and t1 = 5. Thus, surviving 20 additional

years has the same probability for ®ve-year-olds as for 100-year-olds. Theprobability is

0.449 for any 20 year period.In short, exponential survival describes the risk for individ-

uals who do not age or objects that do not ware out.That is, the hazard rate is constant.

This "no memory" property obviously does not apply across the 100-year spectrum

of the human lifetime.Clearly, the risk of death differs considerably between 100-year-

olds and 5-year-olds. However, some kinds of accidents appear to have constant risk

(constant hazard rate).Computer chips do not ware out and, therefore, their failure times
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are accurately described by an exponential distribution. Over short time intervals, human

mortality sometimes has an approximately constant hazard rate and, occasionally, special

populations experience essentially a constant hazard rate.For example, an approximately

constant hazard rate can usefully describe the mortality risk of extremely ill or extremely

old individuals.

A classic a situation accurately described by an exponential probability model

(constant hazard rate model) is the survival of a wine glass.The probability a wine glass

is broken does not depend on how long a wine glass has lasted or how many times it has

been used (wine glasses do not ware out).Glasses are broken at random regardless of the

amount of use.Unlike most things, wine glasses sustain the same risk whether they are

new or old. Thus,wine glasses have a constant hazard rate (loss) for all glasses, at all

times. Anexponential distribution, therefore, accurately predicts the probability that a

wine glass will last a speci®ed amount of time.A hypothetical description of the

expected lifetime of a wine glass (in months) would look like:

present age additional lifetime

0 20
10 20
20 20
30 20
40 20

A unique and valuable property of survival times with an exponential distribution

(a constant hazard rate) is that all individuals at a speci®c timet0 have the same
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additional mean survival time. Whena hazard rate is constant, individuals who have sur-

vived 50 weeks or 20 weeks or one week have the same expected additional survival time

(denotedµ). Thesurvival probabilities at timet0 continue to be exponentially dis-

tributed, namelyS(t) = e−λ(t − t0). Risk is, therefore, the same regardless of past survival

experience putting all individuals on an even footing in terms of the amount of future sur-

vival time (such as wine glasses).

The previously analyzed 10 AIDS survival times (denoted again ti wheren = 10, d

= 7 complete andn − d = 3 censored observations) are:

survival times (in days): 2, 72, 51+, 60, 33+, 27, 14, 24, 4 and 21+.

As before, unbiased estimates based on these data must account for the incomplete sur-

vival times. Ifthese AIDS survival times are sampled from a population that is at least

approximately described by a exponential survival distribution, accounting for the in•u-

ence of censored observations is relatively simple. To begin, the three censored values

are made "complete."The three censored AIDS observations become 51 +µ, 33 + µ and

21 + µ whereµ is the mean survival time of the underlying exponential survival distribu-

tion. Becausethe hazard rate is constant, all living individuals have the identical

expected mean survival timesµ regardless of previous survival experience. Itis µ

regardless of the previously observed survival time ti . The estimated mean survival time,

calculated from the 10 "complete" survival times, is

µ̂ =
2 + 72 + (51 + µ̂) + 60 + (33 + µ̂) + 27 + 14 + 24 + 4 + (21 + µ̂)

10
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or

Ãµ =
308 + 3 Ãµ

10

and solving forÃµ gives an estimated mean survival time of Ãµ = 308/7 = 44 days.If the

in•uence of censored observations is ignored, the biased (too small) mean value ist =

Σ ti /n = 308/10 = 30.8 days.

From another point of view, the directly calculated mean valuet =
1
n Σ ti is likely

too small because the sum of all observed survival times (Σ ti ) includes censored individ-

uals who would add more survival time if the observation period was extended. There-

fore, including an estimate of the total "missing" survival time gives

Ãµ = Σ ti + (n − d) Ãµ
n

where (n − d) Ãµ estimates the total amount of unobserved survival time experienced by

the censored individuals. Eachof then − d individuals are not observed for, on average,

µ days. Addingthis "missing" time to the numerator of the estimate of the mean value

produces an unbiased estimate of the total survival time (observed + estimated times)

making the estimate of the underlying mean valueµ unbiased as long as the hazard rate

of the sampled population is constant.Solving for Ãµ gives the estimated mean survival

time as

Ãµ = Σ ti

d
i = 1, 2,. . . , d = number ofcomplete observations
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where the total observed survival time (complete plus censored values) is divided by the

number of complete observationsd and not the total number of observationsn. Dividing

by the smaller valued (not n) increases the estimated mean survival time compensating

for the unobserved survival time. Themean AIDS survival is again Ãµ = 308/7 = 44 days.

When all sampled observations are complete (no censored values --n = d), the

mean value and its variance are estimated as usual by

t =
1
n Σ ti where S2

t =
S2

t

n
and S2

t =
1

n − 1 Σ(ti − t)2.

An estimated variance of the distribution of the estimated mean survival time Ãµ is also

variance( Ãµ) =
Ãµ2

d

and provides an estimate for both complete or censored survival data. Noticethat the pre-

cision of the estimated survival time is unaffected by the number of censored observa-

tions (n − d). Thus,accounting for the in•uence of the censored observations is an issue

of bias and not precision.Incidentally, the estimateÃµ is the maximum likelihood esti-

mate of the mean survival time µ (Lecture 4).That is, maximizing the likelihood func-

tion produces the same estimated mean value and variance.

As noted previously (Lecture 2), the accuracy of an approximate con®dence inter-

val can be improved by constructing the interval using a transformed value of the esti-

mate. Thisis the case for the estimateÃµ where the transformed value islog( Ãµ). In gen-

eral, the accuracy of the coverage probability of an approximate con®dence interval based
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on a normal distribution improves when the variance does not depend on the estimated

value (estimated value and estimated variance are unrelated).The logarithm of the esti-

mated mean survival time log( Ãµ) has this property. The estimated variance of the distri-

bution of the logarithm of estimated mean survival time is

variance(log[ Ãµ]) =
1

Ãµ2variance( Ãµ) =
1

Ãµ2

Ãµ2

d
=

1
d

and depends only on the number of complete observations (d) making it independent of

the estimateÃµ. Therefore, for the exponential probability distribution, the con®dence

interval bounds based on the estimatelog( Ãµ) and the normal distribution

A = lower bound= log( Ãµ) − 1. 960√ 1
d

and

B = upper bound= log( Ãµ) + 1. 960√ 1
d

lead to an approximate 95% con®dence interval for the underlying meanµ based on the

estimated mean value Ãµ, giv en by (eA, eB).

The San Francisco Men's Health Study (SFMHS) was established in 1983 to con-

duct a population based study of the epidemiology and natural history of the newly

emerging disease, Acquired Immunode®ciency Syndrome (AIDS).The study design was

a prospective inv estigation based on a random sample of single men 25-54 years of age

living in a highly affected San Francisco neighborhood known as the "Castro."The
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group studied ultimately contained 1,034 men which resulted from a roughly 70%

response rate from 19 selected San Francisco census tracts.Study participants were

examined and questioned every six months from July 1984 through June 1994.The data

explored here are a small subset consisting ofn = 174 individuals (Table A.2 in appendix)

who entered the study in 1984.Survival time is the number of months from diagnosis of

AIDS to death.

For these 174 white men (d = 155 deaths andn − d = 19 censored individuals), the

estimated mean survival time is Ãµ = 3578/155 = 23.083 months based on the assumption

that survival times were sampled from at least an approximate exponential distribution.

The approximate 95% con®dence interval bounds for the transformed estimatelog( Ãµ) =

log(23. 083 )= 3.139 are

A = lower bound= 3. 139 − 1. 960√  1
155

= 2. 982

and

B = upper bound= 3. 139 + 1. 960√  1
155

= 3. 297.

The approximate 95% con®dence interval for the mean survival time µ becomes (eA, eB)

= (e2. 982, e3. 2 97) =  (19.721, 27.084).

Higher risk clearly dictates lower mean survival time and vice versa, as already

noted (Lecture 3).Expressed formally for the exponential survival case, the relationship

between a mean survival time and a hazard rate is
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µ =
1
λ

or λ =
1
µ

.

Because the area enclosed by the survival functionS(t) is the mean survival time,

µ = mean survivaltime= area=
∞

0
∫ S(u)du =

∞

0
∫ e−λudu =

1
λ

.

The consequences of this reciprocal relationship between risk and survival are displayed

geometrically in Figure 3.0 for three survival functions with hazard rates (λ) 0.04, 0.1 and

0.5. Asrequired, larger values of the hazard rate (risk) produce survival curves with

smaller enclosed areas (mean survival time) and conversely.

The natural estimate of the constant hazard rate is the number of deaths divided by

the total person-time orÃλ = d/ Σ ti . For the exponential case, the reciprocal of the esti-

mated mean value is, therefore, an estimate of this rate orÃλ =1/ Ãµ. For the SFMHS data,

the estimated constant hazard rate isÃλ = 1/23.083 = 155/3578 = 0.043.Because Ãµ is a

maximum likelihood estimate, the estimateÃλ (a function of Ãµ) is also a maximum likeli-

hood estimate.The estimated variance of the approximate normal distribution of the esti-

mate Ãλ is

variance( Ãλ) =
Ãλ

2

d
.

Thus, the estimated standard deviation associated with the distribution of the estimateÃλ =

0.043 is√ (0. 043 )2/1 5 5= 0.00345 (frequently called the standard error of the estimate)
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Figure 3.0 Three examples of exponential survival functions (λ = 0.04, 0.1 and 0.5)
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h(t) = 0.04 and area = 25
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h(t) = 0.1 and area = 10
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h(t) = 0.5 and area = 2

and can be used to construct a con®dence interval.
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BecauseÃλ = 1/ Ãµ, con®dence interval bounds based on the estimated rateÃλ are also

the same reciprocal function of the previously calculated lower and upper bounds derived

from the estimated mean survival time Ãµ. Speci®cally, thelower bound= 1/B = 1/27.084

= 0.037 andupper bound= 1/A = 1/19.721 = 0.051 produce the approximate 95% con®-

dence interval (0.037, 0.051) for the mortality rate based on the estimated rateÃλ = 1/ Ãµ =

1/23.083 = 0.043.

The exponential distribution of survival times is a theoretical justi®cation of the

widely used estimate of an average mortality rate (Lecture 1).That is, an average mortal-

ity rate is commonly estimated by

average rate=
deaths

total − person− time
=

d

Σ ti
= Ãλ =

1
Ãµ

whereΣ ti is the total observed person-time (again censored plus complete survival

times). Thisestimate accurately re•ects mortality risk when the underlying hazard rate is

constant. Asingle constant estimate implicitly requires that the value estimated is a sin-

gle constant value. Thisproperty of an estimated rate is the primary reason for collecting

mortality and disease data from groups that are as homogeneous as possible (for example,

age-, sex-, race-speci®c groups).These groups of sampled individuals are then each

more likely to have at least an approximately constant risk of death or disease (constant

hazard), re•ected more accurately by the single estimated rateÃλ .

Under the assumption that the data are sampled from a population with a constant

hazard rate, an estimate of the median survival time (denotedtm) is straight-forward.
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Speci®cally, the exponential survival function requires the median value to be

S(t) = 1
2 = e−λ tm or tm =

1
λ

log(2 ) = µ log(2 ).

The natural estimated median valueÃtm is log(2 )/ Ãλ or Ãµ log(2 ). These estimates of the

median are maximum likelihood estimates because they are a function ofÃµ which is a

maximum likelihood estimate.The importance of this fact is that the estimated median

then has the properties of a maximum likelihood estimate, namely an approximate normal

distribution with minimum variance when the sample size is large.

From the SFMHS data, the estimated median survival time isÃtm = log(2 )/0. 043 =

23. 083log(2 ) = 16.001 months.The construction of a con®dence interval follows the pat-

tern described for the mean survival time. Somewhat surprisingly, the variance of the

logarithm of the estimated median and mean values is the same making the width of the

con®dence interval for both estimates (precision) the same.For normally distributed

data, the estimated mean value is always a more precise estimate than the median value

(smaller con®dence interval). Speci®cally, the estimated variance of the distribution of

the estimated medianÃtm is

variance[log(Ãtm)] = variance(log[ Ãµlog(2 )]) = variance(log( Ãµ) + log[log(2 )] )

= variance[log( Ãµ)] =
1
d

because adding a constant to a variable does not change its variance (details are given at

the end of this lecture).The approximate 95% con®dence interval for the logarithm of
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the median survival time of the population that produced the SFMHS data is then

log(1 6. 001 )± 1. 960√ 1/155 = 2.773± 0.157 yielding the con®dence interval (2.615,

2.930). Thecon®dence interval based on the logarithm of the estimated median produces

the approximate 95% con®dence interval for the median survival time of (e2. 615, e2. 930) =

(13.670, 18.729).

A question that must be addressed as part of the application of parametric survival

distribution is: Does the postulated probability distribution accurately represent the rela-

tionship between the passage of time and the likelihood of survival? An investigation of

this issue (goodness-of-®t) starts with the comparison of the product-limit estimated sur-

vival probabilities (no parametric assumption) to the corresponding estimated exponential

survival probabilities (parametric assumption).Using the San Francisco Men's Health

Study data, Figure 4.0 displays this comparison.The parametrically estimated exponen-

tial survival function is

ÃS(t) = e− Ãλ t = e−0. 043t.

The comparison of nonlinear relationships is not as simple or intuitive as compar-

ing straight-lines.For the exponential survival function, a transformation produces a

straight line.Speci®cally, the line is

s(t) = log (−log[S(t)] ) = log (−log[e−λ t]) = log(λ t) = log(λ) + log(t).

Therefore, "log-log" transformed estimated survival probabilities from an exponential
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Figure 4.0 Estimated product-limit survival probabilities (step function) and expo-
nential survival function for the SFMHS data (solid line)
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survival distribution randomly deviate from a straight line with interceptlog(λ) and slope

1.0.

Figure 5.0 illustrates the log-log transformation applied to two sets of survival time

data. Theplot labeled "exponential" is a random sample from an exponential distribution

and the other is not.The survival probabilities transformed into straight lines clearly

indicate the correspondence (top ®gure) and the lack of correspondence (bottom ®gure)

between theory and data.

For the San Francisco AIDS data, the estimated straight line based on an exponen-

tial distribution is Ãs(ti) = log(−log[ ÃS(ti)] ) = ­ 3.139 +log(ti) (intercept =log(0. 043 )=

­3.319 and slope = 1.0 -- solid line in Figure 6.0).Applying the same transformation to
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Figure 5.0 Examples of the fit of transformed exponential and non-exponential dis-
tributed observations
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the product-limit estimated survival probabilities ÃPi produces independent values

log(−log[Pi]) and a least squares estimated straight line based on dependent valueslog(ti)
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(intercept = �3.697 and estimated slope = 1.195 -- dashed line).The linelog(−log[ ÃPi]) =

�3.697 + 1.195log(ti) provides a second linear measure of goodness-of-®t that does not

depend on a postulating an underlying distribution (nonparametric) or other kinds of

assumptions. Thelack of correspondence between the exponential model and the prod-

uct-limit is a function of the difference between these two straight lines (Figure 6.0).

Figure 6.0 Comparison of transformed survival curves (goodness-of-fit)
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That is, both lines randomly differ from a "45 degree line" by chance alone when the data

are sampled from an exponential distribution (constant hazard rate).A substantial differ-

ence provides visual evidence that the survival times are not adequately described by a

single parameter exponential distribution. Inaddition, the transformed product-limit sur-

vival probabilitieslog(−log[ ÃPi]) are directly plotted (Figure 6.0) for the valueslog(ti)

forming an assumption-free "step-function" description of the transformed survival
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probabilities.

The transformed values(t) for a speci®ed value of survival time t (denotedt0) has

a particularly simple variance (or con®dence interval). Similarto the previously trans-

formed bounds, the con®dence bounds for the survival functionS(t0) = e−λ t0 can be con-

structed from the con®dence bounds from transformed values ofs(t). Theestimated vari-

ance of the distribution of Ãs(t0) is,

variance(Ãs [t0]) = variance 

log(−log[ ÃS(t0)] )




= variance 

log( Ãλ) + log(t0)




= variance[log( Ãλ)] =
1
d

sincet0 is a selected value (constant variance = 0).For example, suppose interest is

focused on a timet0 = 20, then the estimated survival probability ÃS(t0) = ÃS(2 0) =

e−0. 043(2 0) is 0.420 andÃs(t0) =  Ãs(0. 420) = � 0.143. Theapproximate lower and upper 95%

con®dence interval normal distribution derived bounds based onÃs (0. 420) are

Ãs(t0) ± 1. 960√ 1/d = −0. 143 ± 1. 960√ 1/155 or (�0.301, 0.014). The approximate 95%

con®dence interval bounds based on the survival probability estimated byÃS(2 0) become

lower bound = e−exp(0.014) = 0. 363 and upper bound = e−exp(−0. 301 ) = 0. 477

and necessarilyÃS(2 0) = e−exp(−0.143) = 0.420.

One last point:the linear relationships(t) = log(−log[S(t)] ) = log(λ) + log(t) sug-

gests a more general survival model created by postulating a slope other than 1.0.In
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symbols,

s(t) = log(−log[S(t)] ) = log(λ) + γ log(t) (slope= γ ).

Solving this expression forS(t) yields the survival functionS(t) = e−λ tγ
. This two-

parameter (λ andγ ) survival function called theWeibull distribution is the next topic

(Lecture 6).

Summarizing mortality and disease rates

Occasionally advantages arises from combining a series of mortality rates into a

single summary statistic.The analysis of two or more sets of mortality rates should begin

with a direct comparison of age-speci®c rate to age-speci®c rate.When the number of

age-speci®c rates is large or several populations are compared, a direct comparison of

rates remains important but lacks the simplicity achieved by the comparison of summary

values. For example, overall mortality risk is frequently described by combining a

sequence of age-speci®c mortality rates into a single summary "age-adjusted" mortality

rate. Directand indirect age-adjustment techniques are popular methods to calculate such

summary "rates" from age-speci®c mortality or disease data.

An overall estimated probability of death from a speci®c cause also serves as a

summary and is more easily calculated and interpreted.To illustrate, Table 1.0 contains

the number of deaths from lung cancer for males and females in the United States (2000)

and the populations at-risk.Also included are the sex-, age-speci®c average mortality

rates per 100,000 person-years calculated in the usual way (denotedÃλ x). Implicit is the
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Table 1.0 Age-specific rates of lung cancer deaths for US males and females (source:
National Center for Health Statistics, 2000)

MALES FEMALES

age deaths(d x) at-risk (l x) rate* (λ x) deaths (d x) at-risk (l x) rate* (λ x)

50 - 60 9,915 15,819,696 62.68 6,919 16,616,620 41.64
60 - 70 21,218 9,821,436 216.04 14,239 11,012,221 129.30
70 - 80 29,280 7,280,991 402.14 21,069 9,559,703 220.39
80 - 90 13,754 3,110,375 442.20 11,808 5,529,059 213.56
90 - 100 1,394 454,171 306.93 1,783 1,346,803 132.39

total 75,561 36,486,669 207.09 55,818 44,064,406 126.67

* = age-speci®c mortality rate per 100,000 person-years, agesx to x + 10 years
(x ≥ 50).

assumption that these rates (hazard rates) are at least approximately constant within the

relatively short ten-year age intervals. Thisassumption allows the direct calculation of

the age-speci®c survival probabilities. Theage-speci®c ratesλ x are converted into an

age-speci®c conditional survival probabilities Ãpx for each age interval x to x + δ where

Ãpx = P(surviving from x to x + δ ) = e− Ãλ xδ .

For example, the male lung cancer rate 62.68/100,000 for ages 50 to 59 translates into the

conditional survival probability P(surviving from 50 to 59 )= Ãp50 = e−0. 0 0 062 7(1 0) = 0.9938

(δ = 10).

From Table 1.0, the age-speci®c male rates are combined as the product of the age-

speci®c probabilities and



-23-

P(dying of lung cancer beyond age 50) = 1 − [ Ãp50 × Ãp60 × Ãp70 × Ãp80 × Ãp90]

= 1 − [e− Ãλ50δ × e− Ãλ60δ × e− Ãλ70δ × e− Ãλ80δ × e− Ãλ90δ ] = 1 − [e−δ Σ Ãλ x] ≈ δ Σ Ãλ x.

The approximation thate−x ≈ 1 − x is effective whenx is small (�0.2≤ x ≤ 0.2 -- Figure

7.0). Inshort, the probability of death from a speci®c cause over a period of time (a

sequence of intervals) is approximately the sum of the age-speci®c rates multiplied by the

corresponding lengths of the age intervals (Σ δ i
Ãλ i).

Figure 7.0 The geometry of the approximation e−x with 1 − x
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For the male lung cancer data (δ = 10 years), a summary probability of dying of lung

cancer after age 50 is approximately

P(male death) ≈ 10 [62.68/100, 000 + 21 6. 04/100, 000 + . . . + 306. 93/100, 000] = 0. 143.

The corresponding summary probability from the female data is

P( female death) ≈ 0. 074. The straight-forward interpretation of these probabilities is
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that 14.3% of the males and 7.4% of the females will die from lung cancer over the next

50-years. Bothprobabilities are "age-adjusted" in the sense that differences in age distri-

butions have no impact on the comparison.

Although it is not usually an issue with national data because the very large num-

bers of persons at-risk makes the variance inconsequentially small, the estimated variance

of the estimated summary survival probability ÃPk =1 − Σ δ i
Ãλ i is approximately

variance( ÃPk) = variance(1 − ÃPk) ≈ Σ δ i di

l2
i

i = 1, 2,. . . , k = number ageintervals

wheredi represents the number of deaths in theith age interval of lengthδ i amongli indi-

viduals at risk.For the US lung cancer data, the standard errors are√ variance( ÃPmale) =

0.00030 and√ variance( ÃP female) = 0.00013 showing the essentially negligible in¯uence

(huge sample sizes) from sampling variation on these estimated summary probabilities.

Unlike the estimate of the summary survival probability ÃPk , the variance of the estimate

ÃPk is in¯uenced by differences in the age distributions of the groups being compared.

These survival probabilities are approximate for two reasons besides the fact that

1 − Σ δ i xi is used instead of the exact valuee−Σ δ i xi . They do not account for other

causes of death.They are calculated as if lung cancer is the only possible cause of death.

Ignoring competing causes of death typically has a small effect on this kind of summary

estimate. Inaddition, cross-sectional data (the year 2000) are used to project the esti-

mated probabilities over a 50 year period which would be strictly correct only when mor-

tality rates remained perfectly constant.
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_______________________________________________________

Statistical Tools: properties of variance

The following reviews three relevant properties of variance (both population vari-
ance and estimated sample variance). Rigorousproofs of these properties are readily
found in elementary statistical texts. Herethe properties are de®ned and small examples
illustrate the described the properties.

1. Thevariance ofX + a is the same as the variance ofX whena is a constant or

variance(X + a) = variance(X).

example: X : { 2, 4, 6, 8, 10}and X + 5: {7, 9, 11, 13, 15} when a = 5

variance(X + 5) = 10 andvariance(X) = 10.

2. Thevariance ofaX equals the variance ofX multiplied bya2 or

variance(aX) = a2variance(X).

example: X : { 2, 4, 6, 8, 10} and aX : { 1, 2, 3, 4, 5} where a = 1/2

variance(aX) =  2.5 and a2variance(X) = (1
2)2 10 =

10
4

= 2.5.

3. Thevariance ofX + Y equals thevariance(X) plus thevariance(Y ) whenX andY are
uncorrelated or

variance(X + Y ) = variance(X) + variance(Y ) whencorrelation(X , Y ) = 0.

example: X : { 2, 4, 6, 8, 10} and Y : { 1, 7, 14, 7, 1}

variance(X) =  10 and variance(Y ) = 29 making variance(X + Y ) = 39

because thecorrelation(X , Y ) = 0.

In general, for valuesx1, x2,. . ., xk , the variance of a sum is the sum of the variances,

variance(
k

i=1
Σ xi) =

k

i=1
Σ variance(xi),

whencorrelation(xi, x j) = 0 for all i ≠ j.
______________________________________________________


