April 18, 2005

Biostat 656: Lab 4

Purpose:

Learn about random slopes in linear and logistic regression using Stata and WinBUGS

Last week, we focused on fixed-effects and random-intercept linear and logistic regression.  The random-intercept model is the simplest version of the mixed-effects model (a combination of fixed and random effects).  In this lab, we extend this model to include random slopes.

Linear Regression

The tricky part of adding random slopes is deciding on the prior covariance of all of the random components.  Let’s revisit the rats data from homework 1 and lab 3.  Recall that 30 rats were weighed at 5 points in time.  Rat i at time xj weighs Yij. You can find this in the WinBugs rats example.

WinBUGS

We assume:

Yij ~ Normal(µij, (.Y2)

Where µij = (0i + (1i*xj 

((0i, (1i) ~ MVN(µ(, R-1)     [Note: random int and slope]

R is the precision matrix for the vector of random components.

R ~ Wishart((, p)

( = scale matrix, prior guess of order of covariance matrix

p = degrees of freedom; to make vague should be equal to the number of random components. 

Finally, (.Y = (.Y-2 ~ Gamma(0.001,0.001)

And µ( ~ MVN(mean, prec-1)

The mean (2-component vector) and prec (2 x 2 matrix) are specified in the data.

Let’s start off by assuming vague independent priors for the (i’s.  We do this by specifying:


(  =

p = 2

Let’s assume vague independent priors for µ​(:

mean = (0,0)


prec = 

The Model:

model


{



for( i in 1 : N ) {




beta[i , 1:2] ~ dmnorm(mu.beta[], R[ , ])






for( j in 1 : T ) {





Y[i , j] ~ dnorm(mu[i , j], tau.Y)








mu[i , j] <- beta[i , 1] + beta[i , 2] * x[j]




}



}



mu.beta[1:2] ~ dmnorm(mean[],prec[ , ])



R[1:2 , 1:2] ~ dwish(Omega[ , ], 2)







tau.Y ~ dgamma(0.001, 0.001)



sigma.Y <- 1 / sqrt(tau.Y)
sigma.beta[1:2,1:2] <- inverse(R[,])




}


list(x = c(8.0, 15.0, 22.0, 29.0, 36.0), N = 30, T = 5,



Omega = structure(.Data = c(200, 0, 0, 0.2), .Dim = c(2, 2)),




mean = c(0,0),



prec = structure(.Data = c(1.0E-6, 0, 0, 1.0E-6), .Dim = c(2, 2)),



Y = structure(




.Data =  c(151, 199, 246, 283, 320,





    145, 199, 249, 293, 354,





    147, 214, 263, 312, 328,





    155, 200, 237, 272, 297,





    135, 188, 230, 280, 323,





    159, 210, 252, 298, 331,





    141, 189, 231, 275, 305,





    159, 201, 248, 297, 338,





    177, 236, 285, 350, 376,





    134, 182, 220, 260, 296,





    160, 208, 261, 313, 352,





    143, 188, 220, 273, 314,


  
  

    154, 200, 244, 289, 325,





    171, 221, 270, 326, 358,





    163, 216, 242, 281, 312,





    160, 207, 248, 288, 324,





    142, 187, 234, 280, 316,





    156, 203, 243, 283, 317,





    157, 212, 259, 307, 336,





    152, 203, 246, 286, 321,





    154, 205, 253, 298, 334,





    139, 190, 225, 267, 302,





    146, 191, 229, 272, 302,





     157, 211, 250, 285, 323,





     132, 185, 237, 286, 331,





     160, 207, 257, 303, 345,





     169, 216, 261, 295, 333,





     157, 205, 248, 289, 316,





     137, 180, 219, 258, 291,





     153, 200, 244, 286, 324),




.Dim = c(30,5)))


list(mu.beta = c(0,0), tau.Y = 1,



      beta = structure(





.Data = c(100,6,100,6,100,6,100,6,100,6,



                                          100,6,100,6,100,6,100,6,100,6,



                                          100,6,100,6,100,6,100,6,100,6,



                                          100,6,100,6,100,6,100,6,100,6,



                                          100,6,100,6,100,6,100,6,100,6,



                                          100,6,100,6,100,6,100,6,100,6),





.Dim = c(30, 2)),



      R = structure(.Data = c(1,0,0,1), .Dim = c(2, 2)))
The results:
	Node
	mean
	sd
	MC 
	2.5%
	median
	97.5%
	start
	sample

	mu.beta[1]

mu.beta[2]

rho

sigma.Y
sigma.beta[1,1]

sigma.beta[1,2]

sigma.beta[2,1]

sigma.beta[2,2]
	106.6

6.184

-0.08073

6.149

122.7

-0.5685

-0.5685

0.2646
	2.373

0.1076

0.2461

0.5006

103.3

5.848

5.848

0.3491
	0.03156

0.001255

0.004918

0.008603

1.116

0.06286

0.06286

0.003516
	102.0

5.971

-0.5153

5.296

55.07

-4.026

-4.026

0.1223
	106.6

6.184

-0.09572

6.116

114.1

-0.4797

-0.4797

0.2456
	111.2

6.397

0.4355

7.189

231.6

2.008

2.008

0.488
	1

1

1

1

1

1

1

1
	11000

11000

11000

11000

11000

11000

11000

11000


The results show some negative correlation between the random slope and intercept.   That is, rats, who start large, tend to grow slower than rats who start small. But the correlation coefficient (rho) is very close to one. 

On your own, try re-running the program with a different prior covariance matrix (() for the (’s. What happens when the prior covariance is not “independence?”

Note: When specifying a very vague prior for ((0, (1) the form of the prior covariance matrix has little effect.  But, if you use an informative prior, you need to be sure to allow for non-zero off-diagonal elements.  This is because the correlation between the two parameters depends on whether the Xs are centered or not and in complex models, you can’t predict the effect.  For our course, vague (very vague) priors are recommended to match as well as possible the “traditional” (Stata) analysis.

Stata

Now let’s try it in Stata.  Now that we have more than one random component, we have to specify that the intercept and the slope are random (the two “eq”-lines and the “eqs” option in the “gllamm” line).  Gaussian distribution is assumed.

gen cons=1

eq int: cons

eq slope: day

gllamm weight day, i(id) nrf(2) eqs(int slope) adapt trace nip(15)
Output:

number of level 1 units = 149

number of level 2 units = 30

Condition Number = 31.740079

gllamm model

log likelihood = -544.68643

------------------------------------------------------------------------------

      weight |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

         day |   6.191854   .1046103    59.19   0.000     5.986821    6.396886

       _cons |   106.4762   2.268349    46.94   0.000     102.0303    110.9221

------------------------------------------------------------------------------

Variance at level 1

------------------------------------------------------------------------------

  36.272213 (5.4276456)

Variances and covariances of random effects

------------------------------------------------------------------------------

***level 2 (id)

    var(1): 110.83472 (40.291296)

    cov(2,1): -.82443033 (1.390935) cor(2,1): -.15590509

    var(2): .25229668 (.08511246)

------------------------------------------------------------------------------

Since WinBUGS and Stata use different estimation procedures, they give somewhat different results to the same model. It looks like most of the variance is due to the random intercept, and very little is due to the slope. 

Logistic Regression

Let’s revisit the seeds example.  This time, we’ll model random slopes. We assume the four parameters are from a 4-dimensional multivariate normal distribution. That means random effect on all the (’s !

model

{

        for (i in 1:N)

        { 

                r[i] ~ dbin(p[i], n[i])

                logit(p[i]) <-  alpha[i,1] +alpha[i,2]*x1[i] + 

                                x2[i]*alpha[i,3] +x2[i]*x1[i]*alpha[i,4]

                alpha[i,1:4] ~ dmnorm(mu.alpha[], R[,])

        }

mu.alpha[1:4] ~dmnorm(mean[],prec[,])

R[1:4,1:4] ~ dwish(Omega[,],4)

Sigma[1:4,1:4] <- inverse(R[1:4,1:4])
}

#Data

list(r = c(10, 23, 23, 26, 17, 5, 53, 55, 32, 46, 10,   8, 10,   8, 23, 0,  3, 22, 15, 32, 3),

     n = c(39, 62, 81, 51, 39, 6, 74, 72, 51, 79, 13, 16, 30, 28, 45, 4, 12, 41, 30, 51, 7),

    x1 = c(0,   0,  0,   0,   0, 0,   0,   0,  0,   0,   0,  1,   1,   1,   1, 1,   1,  1,   1,   1, 1),

    x2 = c(0,   0,  0,   0,   0, 1,   1,   1,  1,   1,   1,  0,   0,   0,   0, 0,   1,  1,   1,   1, 1),

    N = 21,  mean=c(0,0,0,0), 

    Omega = structure(.Data = c(200, 0, 0,0, 0, 2,0,0, 0,0,2,0, 0,0, 0,2), .Dim = c(4, 4)),

    prec = structure(.Data = c(1.0E-6, 0, 0, 0, 0, 1.0E-6, 0, 0, 0, 0, 1.0E-6, 0, 0, 0, 0, 1.0E-6), 

                              .Dim= c(4, 4)))
# Initial Values

list(mu.alpha = c(0,0,0,0), 

     alpha = structure(.Data = c(0,0,0,0,  0,0,0,0 ,

                                                 0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0,

          0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0 ,

                                                 0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0 ,

          0,0,0,0,  0,0,0,0 ,

          0,0,0,0),





.Dim = c(21, 4)),



      R = structure(.Data = c(1,0,0,0, 0,1,0,0, 0,0,1,0, 0,0,0,1), .Dim = c(4, 4)))
The output:

 node
 mean
 sd
 MC error
2.5%
median
97.5%
startsample

Sigma[1,1]
16.22
6.764
0.2867
7.663
14.79
33.41
100110000

Sigma[1,2]
-0.5314
1.755
0.06395
-4.703
-0.3236
2.351
100110000

Sigma[1,3]
-0.8495
1.801
0.07681
-5.373
-0.5558
1.984
100110000

Sigma[1,4]
-0.4341
1.813
0.06684
-4.76
-0.2439
2.763
100110000

Sigma[2,1]
-0.5314
1.755
0.06395
-4.703
-0.3236
2.351
100110000

Sigma[2,2]
1.683
2.45
0.1604
0.2433
0.9797
7.446
100110000

Sigma[2,3]
-0.1781
1.836
0.1295
-3.811
-0.009763
2.07
100110000

Sigma[2,4]
0.007799
1.354
0.08035
-2.735
0.0137
2.554
100110000

Sigma[3,1]
-0.8495
1.801
0.07681
-5.373
-0.5558
1.984
100110000

Sigma[3,2]
-0.1781
1.836
0.1295
-3.811
-0.009763
2.07
100110000

Sigma[3,3]
1.787
2.095
0.1383
0.2654
1.134
7.335
100110000

Sigma[3,4]
-0.05272
1.476
0.0941
-3.323
-0.01358
2.839
100110000

Sigma[4,1]
-0.4341
1.813
0.06684
-4.76
-0.2439
2.763
100110000

Sigma[4,2]
0.007799
1.354
0.08035
-2.735
0.0137
2.554
100110000

Sigma[4,3]
-0.05272
1.476
0.0941
-3.323
-0.01358
2.839
100110000

Sigma[4,4]
1.842
2.147
0.1249
0.2568
1.114
8.094
100110000

mu.alpha[1]
0.3748
1.832
0.1554
-2.992
0.2059
4.24
100110000

mu.alpha[2]
-2.086
2.933
0.2866
-8.11
-1.733
3.5
100110000

mu.alpha[3]
-0.03672
2.331
0.2253
-4.517
0.1298
3.946
100110000

mu.alpha[4]
1.883
4.092
0.4024
-5.97
1.861
10.54
100110000

Note that for several nodes, for example Sigma[3,4] and mu.alpha[3], the MC errors has the same order of magnitude as, or even larger than the posterior mean. This is an indication that the MCMC chain probably did not converge. From the output, we can see the variances of the three random slopes are fairly small compare to the variance of the random intercept. It suggests that the random effects on the slopes are not necessary. In another word, this model is over-fitting the data.

Stata

We will simplify the model to include random intercept only. The model is fitted first using Stata gllamm package.

eq int: cons

gllamm germinate x1 x2 x1x2, i(id) fam(binom) link(logit) nrf(1) eqs(int) adapt trace nip(15)

Output:

number of level 1 units = 831

number of level 2 units = 21

Condition Number = 6.4768975

gllamm model

log likelihood = -541.93098

------------------------------------------------------------------------------

   germinate |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

          x1 |   .0967444   .2782164     0.35   0.728    -.4485496    .6420385

          x2 |   1.337281   .2371265     5.64   0.000     .8725219     1.80204

        x1x2 |  -.8104971   .3854199    -2.10   0.035    -1.565906    -.055088

       _cons |  -.5484768   .1667199    -3.29   0.001    -.8752418   -.2217119

------------------------------------------------------------------------------

Variances and covariances of random effects

------------------------------------------------------------------------------

***level 2 (id)

    var(1): .05601277 (.05210728)

------------------------------------------------------------------------------

This model is the same as the model in Lab 3 fitted by Stata command xtlogit. Let’s compare the results.

. xtlogit germinate x1 x2 x1x2, re i(id) nolog

Random-effects logit                            Number of obs      =       831

Group variable (i) : id                         Number of groups   =        21

Random effects u_i ~ Gaussian                   Obs per group: min =         4

                                                               avg =      39.6

                                                               max =        81

                                                Wald chi2(3)       =     36.79

Log likelihood  = -541.93097                    Prob > chi2        =    0.0000


------------------------------------------------------------------------------

   germinate |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

          x1 |   .0969904   .2780422     0.35   0.727    -.4479624    .6419432

          x2 |   1.337043   .2369396     5.64   0.000     .8726499    1.801436

        x1x2 |    -.81046   .3851746    -2.10   0.035    -1.565388   -.0555316

       _cons |  -.5484332   .1665951    -3.29   0.001    -.8749536   -.2219129

-------------+----------------------------------------------------------------

    /lnsig2u |  -2.885798   .9316616                     -4.711821   -1.059775

-------------+----------------------------------------------------------------

     sigma_u |   .2362419   .1100487                      .0948071    .5886711

         rho |   .0528601   .0466445                      .0089083    .2573524

------------------------------------------------------------------------------

Likelihood ratio test of rho=0: chibar2(01) =     2.36 Prob >= chibar2 = 0.062

Note this model is exactly the same as the random effect logistic model in Lab 3, and we got similar results.
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